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Thank you for having me, and for including this topic, one I think deserves more attention than it 

usually gets. 

Governance is not a background issue in AI right now. It is, I would argue, the central issue, more 

central than it has ever been. You just need to look at the last few days. 

This year has brought several documented cases of AI agents acting outside their intended scope 

during testing, taking autonomous action, nobody authorised, in ways serious enough that the 

labs involved described them publicly as warning shots. Several frontier labs have also disclosed 

security incidents of their own. I won't go into the specifics of each one, and I won't name 

individual researchers who've raised concerns from inside these organisations as the pattern 

matters more than any single case. 

At the same time, we've watched two parliaments, the UK's and the US's, introduce bills within 

days of each other, each defining "superintelligence" by risk: systems that could escape human 

oversight, compromise national security, act autonomously in ways nobody authorised. And in 

the same week, the CEO of one of the world's most valuable technology companies declared 

"AGI has arrived", a claim about capability, about what a system can do economically, not about 

what it might get away with. 

These are not the same question. Capability and risk are two different axes entirely, and most of 

this year's confusion comes from treating them as one. A system can clear a capability milestone 

(outperforming humans at valuable economic tasks) without coming anywhere near a risk 

threshold like the ones these bills define. And a system can cross that risk threshold (acting 

autonomously against explicit instructions) without anyone claiming it has reached AGI at all. 



Industry keeps score on one axis. Legislators are starting to keep score on the other. Neither tells 

you what the other is measuring. 

What we actually need sits beneath both of these debates: new frameworks (protocols, laws, 

and institutions) built for a world where autonomous systems, not just static models, are the 

thing being governed. Agent identification, so that any harmful action can be traced back to an 

accountable party without exposing everyone else's identity in the process. Model deployment 

cards, reporting how systems actually behave once they're out in the world, not just how they 

performed in pre-release testing. And mandatory incident reporting because right now, disclosure 

is voluntary. That is not a system of accountability. That is a system that depends entirely on 

goodwill holding up, indefinitely, across every lab, forever. 

Meanwhile, in Europe, the AI Act's Article 50 transparency obligations came into force on the 2nd 

of August even as the high-risk provisions attached to the same law were pushed back to 

December 2027 and August 2028. Even the EU's own timeline, carefully negotiated over years, is 

being renegotiated in real time. 

So we are, I think, genuinely at a crossroads. And the easy thing to do here is to lean into alarm. 

I'm not going to do that today, and I want to explain why. 

Urgency is real, and it's no longer a minority view — the UN's human rights chief said this month 

that uncontrolled AI could pose an existential risk. I'm not disputing that. What I want to challenge 

is alarmism specifically, because alarmism and urgency are not the same thing. Urgency says: 

this matters, act. Alarmism is a choice about how we respond to that urgency and it's a choice 

with a cost. 

When the loudest response to real urgency is only existential dread, it acts as a spotlight, and 

spotlights cast shadows. We stop looking at the questions sitting just outside that light. And one 

of those questions, I will argue for the rest of this talk, is not a minor one. It has a name, and that 

name is gender. 

Let me make the case for why gender belongs inside this governance conversation itself, not 

carved off into a separate panel. 



Start with something that has nothing to do with frontier models. A study published by Techniker 

Krankenkasse, a major German health insurer, last month surveyed teenagers aged twelve to 

seventeen about social media. Eighty percent said it was good, or fairly good, for them — worth 

remembering, because social media is not, for most young people, some unambiguous harm. But 

when researchers asked about feeling bad comparing themselves to others online, the numbers 

split sharply by gender: forty-five percent of boys aged fifteen to nineteen, fifty-eight percent of 

girls the same age. 

That thirteen-point gap is not unique to Germany. A Japanese government survey published this 

month, of roughly sixty-eight thousand people, found the identical pattern at every age band 

measured. Two countries, different regulatory traditions, the same asymmetry. 

I want to be precise about what this does and doesn't tell us. It doesn't mean girls are more 

fragile, or boys unaffected. It means whatever is happening inside these systems is not landing 

evenly and a governance conversation that measures harm only in aggregate will systematically 

miss that, every time. 

Take this one level further, into AI companions, where I've spent the past two years researching 

directly. Earlier this year, the CEO of one of the largest AI companion platforms in the world made 

an observation in an interview that I don't think has been given enough weight. He has a six-year-

old daughter, who uses the platform in a limited way. He noted that she talks to the chatbot more 

openly than she talks to him. 

I want to be fair to what that observation is and isn't. It isn't necessarily evidence of harm on its 

own. But the person with the most access and the most technical understanding of this 

technology was not fully at ease with what he observed in his own home. That tells us something 

about how much we don't yet understand about these systems. My forthcoming book, drawing on 

research conducted with Equality Now, looks closely at this question, and I won't give away in 

September what it concludes in January except to say the answer isn't a simple verdict either 

way. Validation from a system that never tires or judges isn't automatically harmful; for a girl who 

isn't getting enough of it elsewhere, it can be closer to relief. There is no one-size-fits-all here, and 



that nuance is exactly what a governance framework built only around cybersecurity has no way 

of holding. 

Now go back to ordinary social media, just the recommender and ad-delivery systems already 

running today. Research on algorithmic ad delivery has repeatedly found that job advertisements 

for high-paying roles get shown disproportionately to men, even when targeting is set to be 

gender-neutral because the system optimises for engagement, and historically men clicked 

those ads more. Efficiency and fairness are not the same objective, and a system optimised only 

for the first will quietly reproduce the second's failures at scale. 

That's the same structure as the companion example: a system trained on existing patterns will 

replicate them efficiently and invisibly, unless someone builds in a way to ask who is actually 

being served, and who is being shaped by what the system has learned to consider normal. 

Let me draw these two threads together, because this is where the actual argument of this talk 

lives. 

Capability on one axis, risk on the other. Industry measures the first. The UK and US bills measure 

the second. Neither axis asks who. A capability threshold asks what a system can do. A risk 

threshold asks whether it can escape oversight or compromise infrastructure. Both are framed as 

neutral, technical measurements and that neutrality only holds if you don't ask the next question: 

distributed how, and onto whom? 

This is the title of this talk: designed neutral, gendered in practice. Every system I've described 

today, the recommender deciding whose job ad gets seen, the companion simulating a 

relationship with a six-year-old, was built as though its effects land the same way on everyone. 

None of them do. This generalises well beyond social media, too. Facial recognition systems 

deployed in policing and border control were shown, in research published as far back as 2018, 

to have significantly higher error rates identifying women than men. That research is years old and 

the systems have improved, but the underlying lesson hasn't dated: a technology evaluated only 

on aggregate accuracy can fail predictably on exactly the people least represented in the room 

that built it. 



I want to be clear this isn't a criticism of the people writing these bills or doing this evaluation 

work. The frameworks being used are the right frameworks for what they're testing. The problem 

is that we've collectively built an architecture of AI governance around axes that were never 

designed to see gender so, unsurprisingly, they don't. 

And I want to be careful not to overstate this: gender isn't the only axis governance misses. 

Disability, race, age, geography, class all get filtered out by the same design choice, measuring 

systems as though the population experiencing them were undifferentiated. I focus on gender 

because it's where my research sits, and because the evidence happens to be unusually well 

documented right now. But the deeper point generalises. 

What would building this differently actually require? Not a separate report nobody reads before 

the vote. The same infrastructure I described earlier (agent identification, deployment cards, 

incident reporting) needs one addition: disaggregation by gender, built in from the start, not bolted 

on after. A deployment card reporting engagement statistics needs to report them by gender, not 

only in aggregate. Most of these systems already collect data that would make this possible. 

What's missing isn't capability. It's the decision to ask the question. 

I want to spend a few minutes on AI companions specifically, because they're the hardest version 

of everything I've argued so far, and most existing governance tools weren't built for what these 

systems actually do. 

A social media feed is a sequence of discrete units, posts, images, that a recommender selects 

and orders. However opaque the logic, the units are countable and auditable. An AI companion 

doesn't work that way. There is no post, no discrete unit to audit. The entire interaction is 

generated live, personalised to one person, different every time by design. You cannot sample a 

companion's output the way you sample a feed, because there's no fixed output to sample. 

That matters for age verification, which is hard enough for a static platform and harder still for 

something designed to feel like an ongoing relationship with no natural beginning or end. It 

matters for recommender-system audits, which have nothing to attach to when there's no 



ranking to inspect, only a live conversation. Every tool I've described today needs rethinking for a 

product that doesn't produce comparable outputs in the first place. 

The regulatory response reflects this difficulty. Several jurisdictions have introduced or proposed 

companion-specific rules in the past year alone, age restrictions, mandatory breaks, in some 

cases outright prohibition for minors. At least one major platform has publicly repositioned away 

from "companionship" language toward what it calls a "role-play" framing, following public and 

regulatory scrutiny. This pace of activity, in barely a year, tells you something structurally new 

arrived faster than the frameworks meant to govern it could adapt. 

I won't give away what my book concludes in January, except to say the research is emphatically 

not finding these systems are simply bad. Patience, availability, a space to rehearse a difficult 

conversation. That's not nothing. The honest, uncomfortable finding is that these systems can be 

genuinely useful to exactly the people most at risk of relying on them too much. What I can share 

now: the affirmation these systems offer isn't neutral in content. A system trained on existing 

cultural material, asked to be endlessly agreeable, reflects the patterns already in that material 

back at the user. For a boy, potentially never challenging an aggressive way of talking to women; 

for a girl, potentially affirming a narrow script of who she's supposed to be. Neither is 

hypothetical. Both are the pattern you'd expect from a system built to maximise agreement rather 

than to notice when agreement is the wrong response. 

Given that, I think access to AI companions has to be age-gated, progressively, a necessary first 

step, not a final answer. And that brings me to a debate this conference can't avoid, because 

companions are about to inherit every unresolved piece of it from social media. 

The question everywhere this year has been framed as ban or don't ban. I think that's the wrong 

question. France's Constitutional Council struck down its own under-15 ban in August, not 

because the goal was wrong, but because the law never specified how to verify age without 

exposing identity. Australia's ban, in force since December, is barely working according to its own 

regulator, because verification amounts in most cases to ticking a box. The UK is proceeding with 

its own ban. The EU will announce its approach within days, caught between Emmanuel Macron 

pushing for a stricter, continent-wide ban, and Ursula von der Leyen's own previously stated 



preference for a more gradual, phased approach - a position over a hundred children's rights 

organisations have backed this week, arguing a ban alone offloads safety onto parents and 

children never equipped to carry it. 

A ban is a fix, not a solution. And right now, age gating may be necessary. We don't have the luxury 

of waiting for a perfect system while harm accumulates. But a fix that isn't built properly fails 

quietly, exactly the people who most needed it to work. Age verification that protects privacy isn't 

science fiction; cryptographic tools exist today that confirm someone is old enough without 

revealing who they are. I don't accept privacy as an excuse for inaction. It's the starting point of 

the conversation about how, not a veto on whether. What's missing isn't the technology. It's the 

political will to mandate it properly, audit it independently, and pair it with the design 

accountability this whole talk has been about. 

Let me be concrete about what closing this gap would require and start by being honest about a 

solution that sounds obvious and isn't sufficient alone. 

There are women in AI, brilliant ones, some in this room. It would be easy to say: the fix is more 

women at the table. I'm not going to leave it there, because representation without power is 

theatre. Adding a woman to a technical team reviewing a product for bias is necessary. It is not 

the same as having a woman in the room deciding what the product is for, how it's regulated, 

whether it gets built at all. Those are different rooms, and the gender gap is worse the higher up 

that chain you go. Look at who typically gets convened when frontier risk is on the agenda, the 

technical expertise there is real and necessary, but it's still, overwhelmingly, a room deciding 

what AI is for and how fast it moves, with no one whose expertise is who gets hurt by that 

decision. 

Start with the infrastructure I described earlier, agent identification, deployment cards, incident 

reporting. It needs one addition: disaggregation by gender, by default, audited independently 

rather than self-reported. The data usually already exists inside these organisations. What's 

missing is the requirement to report it, and someone outside with the authority to check the 

breakdown is honest. 



I want to flag a trap I've watched well-intentioned teams fall into repeatedly. Bias gets treated as 

an engineering problem: adjust the data, add a fairness constraint, ship an updated model card. 

Those steps aren't worthless, but bias is downstream of a social problem (whose lives are 

documented, whose voices are overrepresented) and a social problem doesn't resolve because a 

technical team optimised a metric against it. You can debias a dataset and still build a 

companion that reinforces the script I described earlier, because the pattern isn't in any single 

number you can regularise away. It's in the cultural corpus the model was trained on, and in the 

fact that the team deciding which fairness metric matters rarely includes anyone whose job is to 

understand why the pattern exists. 

So the accountability I'm asking for operates at two levels: technical (disaggregated audits, 

mandatory reporting, tools we already know how to build) and structural, meaning gender 

expertise in the rooms that decide what AI is for, not just the rooms that check a model before it 

ships. The second is not a nice-to-have alongside the first. Without it, the technical fix solves the 

wrong layer of the problem. 

Let me close by pulling this together. 

Governance is made of many things: standards, corporate governance, guidelines, laws, 

mechanisms to escalate and share incidents. All necessary, and broadly things we know how to 

build. 

But we're governing an AI that is not neutral, not in its data, its parameters, or the resources and 

materials behind it, whose extraction has real impacts on real communities, disproportionately 

on the women within them. The gender dimension sits inside all of this, not beside it. Deepfake 

technology is used against women at a scale that should trouble this room more than it currently 

does. AI-generated disinformation is helping fuel extremism, including the online spaces that 

radicalise young men against women as a starting premise. These are not edge cases. They are 

large, well-documented patterns. 

Here is the sentence I most want to leave you with. When something built this way has a 

disproportionate negative impact on women, we tend to call it an unintended consequence. It 



isn't that. It's that no one in the room where it was decided had thought about it at all. Those are 

two very different failures, and only one of them is forgivable. 

This is exactly why I'm wary of alarmism. Yes, we must listen to researchers raising the alarm 

about loss of control. Yes, we must listen to the godfathers of AI, warning from inside the labs 

that built this. But we must, with the same seriousness, listen to the women who have been 

raising the alarm about AI's gendered impact for years before this became a mainstream concern.  

Not as a lesser warning, but the same warning, from the people who have been living its 

consequences the longest. Governance that finally listens to both is the only governance worth 

calling complete. 

Thank you. 

 


